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Introduction 
 
 Since 1994, Cuesta Community College (San Luis Obispo) has used the College Board’s 

objective test of reading and writing skills—Assessment and Placement Services Reading and 

Writing Placement Test for Community College Students (APS) —to place students into three 

courses within the English curriculum. The courses include: 

- English 100 - Pre-collegiate basic skills 

- English 56 - Associate of Arts degree applicable English 

- English 1A – CSU and UC transferable English composition  

Approximately three years ago, the College Board ceased publication of the paper and 

pencil APS in favor of the computer-adaptive Accuplacer. Nevertheless, the College Board has 

granted colleges the right to continue using the instrument for placement purposes with the 

proviso that no additional support or analyses of any kind will be provided.  

Cuesta College English Faculty, for myriad reasons, not the least of which is their 

confidence in the validity of the test scores as a placement mechanism, have decided to continue 

using the APS to place students into English courses. However, now that the test is no longer 

published by a testing company, the onus of providing validity evidence, measures of reliability, 

standard errors of measurement, evidence addressing disproportionate impact, test and item bias, 

as well as an empirical examination of the appropriateness of cut scores lies on the individual 

college. In order to continue using the instrument, such evidence must be provided to the 

California Community College Chancellor’s Office, where it is evaluated by two 

psychometricians (Standards, 2001).  
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Consequently, the purpose of the following analyses is to analyze and interpret the 

psychometric properties of the aforementioned instrument. Specifically, I shall endeavor to 

answer the following research questions vis-à-vis the APS placement instrument: 

1. What is the nature of the distribution of test scores, including item difficulty levels and 

general measures of central tendency and variance? 

2. How reliable (internally consistent) are the test scores for the population of community 

college students at Cuesta College and what is the standard error of measurement?  

3.  Do the test items sufficiently represent the constructs, which they purport to measure, 

and, at the same time, mitigate the degree to which construct irrelevant domains are 

measured? Or, more simply, does the content of the test representatively sample the 

specified content domains?  

4.  What is the predictive validity of the APS test scores for Cuesta Community College 

students on the criterion of final course grades in English 100, English 56, and English 

1A (described above)? 

5. Is the test, and are the items that comprise the test, free from bias with respect to age, 

ethnicity, gender, and disability status?  

Whereas the APS placement test is not a ‘high stakes test” to the extent that the SAT is, 

for example, it, nonetheless, does have the potential to affect students’ academic and personal 

lives. That is to say, because course placements are mandatory at Cuesta College, the level of 

English at which a student begins his or her academic career is determined by the student’s APS 

test scores. If, for instance, the cut scores result in an abundance of false negatives—students 

who were prohibited from entering a higher level English course when they could have been 

successful in such a course, additional semesters, and in some cases years, are required to 
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matriculate from lower level courses to upper level courses. This is particularly salient as mid to 

upper level English courses, at least in the Community College system, often serve as 

prerequisites for entrance into the universe of courses in the humanities, social sciences, and, to a 

lesser degree, physical sciences and mathematics. Such false negatives cost students both in 

terms of personal time and wasted money. 

False positives—students who were admitted to a particular level of English, yet were 

unsuccessful, produce similar deleterious effects. Failing an English course not only necessitates 

re-enrollment, which entails additional time, but also carries with it the psychological stigma of 

failure. 

When, however, test scores are reliable for the population of interest and valid for the 

given inferences made, empirically derived cut scores, ipso facto, can effect more correct 

placements, thus reducing the occurrence of both false negatives and false positives. 

Therefore, an assessment of the psychometric properties of the APS placement instrument 

is an important exercise to ensure that students are being directed to the correct courses in a 

reliable and unbiased fashion, and that the test scores are valid for the inferences made 

Method 

Examinee sample 

A query of all testing records between 1999 and 2004 produced 13,379 valid cases. Of 

the 13,379 unduplicated cases, only 10,200 individual students (76.24%) actually enrolled at 

Cuesta College within one year of completing the assessment instrument. Further, for the 

purposes of examining predictive validity evidence, the data were filtered such that only those 

test-takers who subsequently enrolled in English 100, English 56, or English 1A within a year of 

assessing were included. Using these criteria, the final sample size consists of 6,763 students 
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who were assessed between 1999 and 2004 and, within a year of assessing, registered in one of 

the three English courses into which the assessment test is used to place students.  

The age, gender, disability status, and ethnicity of the sample are displayed in Tables 1-4 

below. 

Table 1:Age of Test-Takers 
  

  age 
N Valid 6572 
  Missing 191 
Mean 21.845 
Median 18.000 
Mode 18.0 
Std. Deviation 13.9071 

 

 
Table 2: Gender of Test-Takers 
  

 Frequency Percent Valid Percent Cumulative Percent 
Decline to State 108 1.6 1.6 1.6 
Male 3082 45.6 46.0 47.6 
Female 3517 52.0 52.4 100.0 

Valid 

Total 6707 99.2 100.0   
Missing System 56 .8     
Total 6763 100.0     

 
  
Table 3: Disability Status of Test-Takers 
  

  Frequency Percent Valid Percent Cumulative Percent 
Decline to State 364 5.4 5.4 5.4 
Learning Disability 329 4.9 4.9 10.3 
No Learning Disability 6014 88.9 89.7 100.0 

Valid 

Total 6707 99.2 100.0   
Missing System 56 .8     
Total 6763 100.0     
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Table 4: Ethnicity of Test-Takers 
 

  Frequency Percent Valid Percent Cumulative Percent 
Decline to State 192 2.8 2.9 2.9 
American Indian 94 1.4 1.4 4.3 
Asian 113 1.7 1.7 6.0 
Pacific Islander 36 .5 .5 6.5 
Black Non Hispanic 85 1.3 1.3 7.8 
White Non-Hispanic 5017 74.2 75.0 82.7 
Hispanic 749 11.1 11.2 93.9 
Filipino 83 1.2 1.2 95.2 
Other 324 4.8 4.8 100.0 

Valid 

Total 6693 99.0 100.0   
Missing System 70 1.0     
Total 6763 100.0     

 

 

Analysis 

Total test score and item characteristics 

 The distribution of total test scores is slightly negatively skewed, departing somewhat 

from normality based upon a statistically significant (p<.01) Kolgomorov-Smirnoff test of 

normality, and a skewness value more than twice the standard error of skewness. (Wilk, Shapiro 

and Chen, 1965) Various data transformations were attempted, including reflected power, 

logarithmic, and inverse transformations, none of which brought the distribution significantly 

closer to normality.  

Nevertheless, the statistical significance of the one-sample Kolmogorov-Smirnoff test is 

due primarily to the large sample size. For n > 40 , the quantiles of the Kolgomorov test statistic, 

against which the max |Fx – Sx| is compared, where Fx is the hypothesized distribution function 

and Sx is the empirical distribution function, are generally approximated by dividing a given 
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value (e.g., 1.63 at �=.01 for the two-tailed test) by  (Miller, 1956). However, Conover 

(1999) holds that a better approximation is obtained when the denominator is expressed as: 

(n + )1/2, which would lead to an even smaller critical value. Using this equation, at 

�=.01, the critical value, based upon the observed sample size of 6763, is .02; and, in fact, the 

observed absolute maximum distance between Fx and Sx is .055.   

That is to say, while the data do statistically significantly differ from what one would 

expect from a normally distributed distribution, it’s practical departure would appear trivial for 

the purposes of further statistical treatment. 

 Table 5 below displays measures of central tendency and spread of the total APS test 

scores. Although possible test scores on the APS range from 0 to 75, actual sample scores range 

from 10 to 75, exemplifying, to some degree, the negatively skewed nature of the total test 

scores.  

Table 5: Distribution of APS Total Test Scores 

Valid 6763 N 
Missing 0 

Mean 49.01 
Median 50.00 
Mode 53.00 
Std. Deviation 10.83 
Skewness -.483 
Std. Error of Skewness .030 
Kurtosis -.026 
Std. Error of Kurtosis .060 
Minimum 10.00 
Maximum 75.00 

 
  
 Using the SPSS reliability routine, item difficulty levels were found to range from .14 to 

.93, with an average difficulty level of .624 and a mean item variance of .191 (Table 6).   
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Table 6: Summary Item Statistics 
 

  Mean Minimum Maximum Range N of Items 
Item Means .654 .143 .931 .788 75 
Item Variances .191 .064 .250 .186 75 
Inter-Item Covariances .019 -.010 .132 .142 75 
Inter-Item Correlations .099 -.044 .551 .595 75 

 

 
Reliability and Standard Error of Measurement 
 
  As a test of the reliability of the test scores for the population of community college 

students at Cuesta, internal consistency was assessed using Chronbach’s Alpha. Although there 

seems to be some disagreement in the literature regarding a universally agreed upon critical 

value below which the reliability coefficient should not fall, Ahire and Devaray (2001) 

recommend a threshold of .50 for emerging constructs and .70 for maturing 

constructs. Similarly, Nunally (1978) recommends a minimum threshold of .70. 

Chronbach’s Alpha for the APS test based on the scores of the sample of test-

takers at Cuesta College is .890, which could be interpreted to indicate that, 

given that Chronbach’s Alpha represents a lower bound of xx’, at least 89% of 

the total score variance is due to true score variance. 

 The Standard Error of Measurement (SEM) based on the test scores in the 

sample is 3.6. Consequently, to the degree that the scores are normally 

distributed, we can, with a confidence level of 95%, assert that a student’s 

“true score” should lie within  2(3.6) = 7.2 points of his or her observed test 

score. This assumes, however, that the difficulty of the test, in an IRT sense, is 
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appropriate for all ability levels of test-takers, which would not seem tenable in 

reality, especially for those whose scores fall more than 2 standard deviations 

from the mean. 

 The item statistics, discriminability, as well as the effect of removing a particular item on 

the value of Chronbach’s Alpha are provided in table 7. 

Table 7: Item Statistics and their effect upon Chronbach’s Alpha 
 

  

Scale 
Mean if 

Item 
Deleted 

Scale 
Variance if 

Item Deleted 
Corrected Item-Total 

Correlation 
Cronbach's Alpha if Item 

Deleted 
readingitem1_1 48.1729 115.755 .165 .889 
readingitem1_2 48.1443 115.018 .285 .888 
readingitem1_3 48.4590 113.154 .358 .888 
readingitem1_4 48.3456 113.579 .337 .888 
readingitem1_5 48.2869 114.006 .314 .888 
readingitem1_6 48.0954 115.027 .356 .888 
readingitem1_7 48.2083 113.759 .388 .887 
readingitem1_8 48.2329 113.659 .381 .887 
readingitem1_9 48.1273 115.029 .303 .888 
readingitem1_10 48.3144 114.604 .242 .889 
readingitem1_11 48.1280 114.730 .347 .888 
readingitem1_12 48.1498 114.863 .301 .888 
readingitem1_13 48.6410 116.412 .052 .891 
readingitem1_14 48.4464 114.069 .271 .889 
readingitem1_15 48.2418 113.502 .393 .887 
readingitem1_16 48.4593 114.025 .274 .889 
readingitem1_17 48.3552 113.105 .382 .887 
readingitem1_18 48.1417 114.661 .338 .888 
readingitem1_19 48.1757 114.613 .310 .888 
readingitem1_20 48.2296 114.214 .319 .888 
readingitem1_21 48.1523 113.931 .426 .887 
readingitem1_22 48.3352 112.664 .434 .887 
readingitem1_23 48.1680 113.764 .428 .887 
readingitem1_24 48.6377 114.931 .194 .889 
readingitem1_25 48.2997 112.530 .465 .887 
readingitem1_26 48.4253 113.446 .334 .888 
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readingitem1_27 48.4767 113.013 .370 .887 
readingitem1_28 48.5221 112.667 .402 .887 
readingitem1_29 48.7247 114.357 .270 .889 
readingitem1_30 48.4634 111.518 .516 .886 
readingitem1_31 48.8147 115.401 .189 .889 
readingitem1_32 48.3785 112.455 .441 .887 
readingitem1_33 48.7259 113.874 .321 .888 
readingitem1_34 48.6373 114.019 .283 .888 
readingitem1_35 48.5577 113.028 .369 .887 
Table 7: Item Statistics and their effect upon Chronbach’s Alpha (Continued) 

  

Scale 
Mean if 

Item 
Deleted 

Scale 
Variance if 

Item Deleted 
Corrected Item-Total 

Correlation 
Cronbach's Alpha if Item 

Deleted 
writingitem1_1 48.1734 114.654 .306 .888 
writingitem1_2 48.5648 113.844 .291 .888 
writingitem1_3 48.4402 113.415 .335 .888 
writingitem1_4 48.1427 115.086 .277 .889 
writingitem1_5 48.1359 115.985 .155 .889 
writingitem1_6 48.3875 113.466 .338 .888 
writingitem1_7 48.1545 114.574 .335 .888 
writingitem1_8 48.2712 115.362 .174 .890 
writingitem1_9 48.1678 115.346 .221 .889 
writingitem1_10 48.4712 113.793 .296 .888 
writingitem1_11 48.3827 114.606 .227 .889 
writingitem1_12 48.1576 115.093 .262 .889 
writingitem1_13 48.3169 114.128 .290 .888 
writingitem1_14 48.2509 115.054 .214 .889 
writingitem1_15 48.7171 115.497 .150 .890 
writingitem1_16 48.3606 113.141 .377 .887 
writingitem1_17 48.5394 113.948 .280 .888 
writingitem1_18 48.2761 114.378 .278 .888 
writingitem1_19 48.6410 114.579 .229 .889 
writingitem1_20 48.6880 114.068 .289 .888 
writingitem1_21 48.0837 115.953 .214 .889 
writingitem1_22 48.2676 114.956 .219 .889 
writingitem1_23 48.2484 113.905 .343 .888 
writingitem1_24 48.2765 115.295 .180 .889 
writingitem1_25 48.4913 114.593 .219 .889 
writingitem1_26 48.2287 113.877 .359 .888 
writingitem1_27 48.2617 112.915 .445 .887 
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writingitem1_28 48.2413 115.230 .198 .889 
writingitem1_29 48.4010 116.306 .061 .891 
writingitem1_30 48.5758 114.394 .240 .889 
writingitem1_31 48.2330 113.874 .356 .888 
writingitem1_32 48.1841 114.675 .295 .888 
writingitem1_33 48.3707 113.597 .329 .888 
writingitem1_34 48.3661 114.706 .220 .889 
writingitem1_35 48.5870 113.648 .312 .888 
writingitem1_36 48.8717 116.443 .082 .890 
Table 7: Item Statistics and their effect upon Chronbach’s Alpha (Continued) 

  

Scale 
Mean if 

Item 
Deleted 

Scale 
Variance if 

Item Deleted 
Corrected Item-Total 

Correlation 
Cronbach's Alpha if Item 

Deleted 
writingitem1_37 48.3816 114.018 .285 .888 
writingitem1_38 48.2505 112.916 .453 .887 
writingitem1_39 48.4667 114.333 .245 .889 
writingitem1_40 48.3816 113.764 .310 .888 
 
 

 Overall, most items have at least a moderate correlation with total test scores, however 

three items in particular deserve further scrutiny. Reading Item 13, Writing Item 29 and Writing 

Item 36 have corrected item-total correlations of r = .052, .061, and .082 respectively. The low 

correlations between item and total score might be indicative of items that are measuring 

something different from the other items on the test. Moreover, such low correlations also could 

occur when the difficulty level of questions is extremely high or low, which effectively serves to 

attenuate correlations by truncating variation in the item distribution (Kaplan & Saccuzzo, 2001). 

The latter explanation may hold for Writing Item 36, which has a difficulty level of .143—the 

lowest of any item on the test.  Reading Item 13 and Writing Item 29 have difficulty levels of .37 

and .61 respectively, which suggests that the former explanation may have more relevance in the 

these instances. 

 From the perspective of changes in Chronbach’s Alpha as a result of deleting a particular 

item, only the deletion of Reading Item 13 and Writing Item 29 would result in an increase in 
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reliability. This would seem to indicate further that Reading Item 13 and Writing Item 29, in 

particular, should be reviewed. Additionally, there are several items that, the deletion of which, 

would not change Chronbach’s Alpha.  

Given that the test is fairly long at 75 questions, I decided to rerun the reliability analysis 

again after excluding any item that, based upon the initial data analysis, would either raise 

reliability or at least not lower it. Using this criterion, I excluded the following items and reran 

Chronbach’s Alpha: Reading Item 13 and Writing Items 8, 15, 29, and 36. Despite the decrease 

in k (test items), the overall reliability increased ever so slightly from .890 to .893. Next, I 

attempted a final iteration in which I again excluded any item that, the deletion of which, did not 

decrease reliability. Using this criterion vis-à-vis the new “test”, I excluded, in addition to those 

already excluded, Reading Items 1,24, and 31, and Writing Items 5, 11, 14, 19, 21, 22, 24, 25, 

28, and 34. Chronbach’s Alpha based on the new items (k = 57) dropped back down to .890, 

where it was when all 75 items were included. 

Using the Spearman Brown Prophecy to estimate what the reliability would be at k=57, 

instead of k=75, using the initial xx’ of .890, Chronbach’s Alpha is reduced to .869. 

This formula, however, only takes into account the factor of k needed to get to 

the new test length and the initial reliability. By systematically removing 

questions based upon the criteria given above, reliability can be improved, 

obviously, beyond what can be “prophesized”. Nevertheless, deleting or adding 

questions purely on the basis of their statistical properties goes against, to 

some extent, the idea of multiple sources of evidence that should be used to 
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triangulate what is a good item and ultimately a good test for a given 

population and for given inferences there from. 

Consequently, those items, which were suspect from a statistically 

perspective, will be examined further in the content and item analyses carried 

out by content professionals. 

Content and Construct Validity Evidence 

 In an attempt to evaluate the evidence supporting the validity of the content of the test 

items, nine expert English faculty members are currently engaged in an item-by-item analysis of 

the test as it relates to each of the specified outcomes of the prerequisite courses for English 100, 

English 56, and English 1A. The constructs of reading and writing ability have been 

operationalized into a series of prerequisite skills deemed necessary for successful completion of 

each of the aforementioned target English courses. The actual process in which Faculty are 

currently engaged involves rating the degree to which each test item measures or fails to measure 

each of the prerequisite skills. An assessment of the match between test items and the 

operationalized constructs can provide an estimate of the extent to which the items represent the 

conceptual domain(s) that the test is designed to measure.  

 Both construct underrepresentation and construct-irrelevant variance (AERA, APA, 

NCME, 1999) will be measured by evaluating interrater agreement (Kappa) for each item across 

each content domain. Consequently, domains, which Faculty agrees are not sufficiently 

measured by any of the test items would demonstrate construct underrepresentation, whereas 

items that, again based on the agreement of faculty ratings, appear to measure or are influenced 

by irrelevant constructs would illustrate construct-irrelevant variance. To the extent that both of 
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these conditions are mitigated, additional evidence is provided to substantiate the validity of the 

test scores. 

 Unfortunately, the Faculty raters will not be finished in time to include their analysis in 

this report. 

 Another more statistical method of ascertaining whether items fit into the intended 

conceptual domains is through the use of confirmatory factor analysis (Sireci, 1998). Because, 

however, the APS test items are dichotomous, and item difficulty levels vary across items, 

normal factor analytic techniques produce spurious results. Accordingly, I chose to factor 

analyze sub scores instead of the individual items. 

A priori, it is posited that each of the sub scores will load under one of two factors. The 

reading sub scores should load on a factor that is specified as “Reading Ability.” Likewise, the 

writing subscales should load on a factor specified as “Writing Ability.” It is also hypothesized 

that the two factors will be moderately to highly correlated with each other.  

Maximum Likelihood was chosen as the method of extraction in order to obtain a model 

fit statistic that subsequently could be employed in the calculation of the Root Mean Square 

Error of Approximation (RMSEA).  Hong (2004) suggests that testing Ho: RMSEA ≤ .05 is the 

preferred fit index for testing model specification, due primarily to its freedom from sample size 

effect. Maximum Likelihood estimates, however, rest upon the assumption of multivariate 

normality, which, for all practical purposes, seems to be tenable, despite the significance of the 

Koglomorov-Smirnov test of normality for each of the sub scores. As discussed earlier, in any 

event, it is argued that the significance of the test statistic is due in part to an artifice of the large 

degrees of freedom. 
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As mentioned, two factors were specified for extraction, and a Direct Oblimin rotated 

solution, with Delta = 0 (maximum rotation) was selected. This rotation is appropriate given the 

hypothesis that the two factors are correlated. The results are as follows: 

Table 8: Total Variance Explained 
 

 Initial Eigenvalues Rotation Sums of Squared Loadings 

 Factor Total 
% of 

Variance 
Cumulative 

% Total 
% of 

Variance Cumulative % 
1 4.666 42.421 42.421 3.701     

2 1.021 9.278 51.699 3.730     

3 .858 7.799 59.498       

4 .729 6.630 66.128       

5 .698 6.348 72.476       

6 .647 5.878 78.354       

7 .627 5.696 84.049       

8 .504 4.582 88.632       

9 .450 4.094 92.726       

10 .430 3.911 96.637       

11 .370 3.363 100.000       

Table 9: Scree Plot 
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Table 10: Pattern Matrix 
 

Factor 
  1 2 
readingsubscore1 -.022 -.773 
readingsubscore2 .132 -.637 
readingsubscore3 .050 -.699 
readingsubscore4 -.044 -.845 
writingsubscore1 .556 .035 
writingsubscore2 .571 .031 
writingsubscore3 .683 .068 
writingsubscore4 .499 -.066 
writingsubscore5 .328 -.033 
writingsubscore6 .661 -.069 
writingsubscore7 .501 -.128 

Extraction Method: Maximum Likelihood.  
 Rotation Method: Oblimin with Kaiser Normalization.. 
 

 

 

Table 11: Factor Correlation Matrix 
 

Factor 1 2 
1 1.000 -.770 
2 -.770 1.000 

Extraction Method: Maximum Likelihood.   
Rotation Method: Oblimin with Kaiser Normalization. 
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Table 12: Factor Plot in Rotated Factor Space 

  

 Table 13: Goodness-of-fit Test 
 

Chi-
Square df Sig. 
119.068 34 .000 

 
 

 Using the somewhat mechanical rule of thumb of choosing factors with Eigenvalues 

greater than one, two factors have Eigenvalues, as hypothesized, greater than unity. Similarly, 

the Scree plot also seems to point to two factors. Moreover, the rotated pattern matrix shows that 

the four reading sub scores all load unequivocally on factor two as the seven writing sub scores 

load unambiguously on factor 1. Additionally, the factor plot depicts in a visual fashion the fairly 

tight clustering of sub scores in the rotated factor space. Finally, as predicted, the factors are 

highly correlated. 

 The Goodness of Fitness test is significant, which indicates a poor model fit. However, as 

in the case of the Kolgomorov-Smirnov test, sample size is a major factor. Using the following 

equation for RMSEA:  where  �2 – df, the fit statistic is .02. Given that .02 is 

not greater than .05, we fail to reject the null hypothesis and conclude that the data fit quite well 

the two-factor model as specified.  

Predictive Validity Evidence  

 The APS placement instrument, as mentioned above, is used to place students into one of 

three English courses: English 100 (Basic Skills), English 56 (A.A. Degree Applicable), and 

English 1A (CSU/UC transferable). If the instrument is valid for forecasting how well students 
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fare in these English courses, there should be some positive correlation between the test scores 

and the criterion, which in this case is the final course grade awarded.  

 Unfortunately, there are at least three factors operating simultaneously that will attenuate 

whatever correlations might be found between the APS test scores and final course grades.  First, 

the criterion measure is typically assumed to be perfectly reliable in predictive validity studies, 

however, Willingham (1963), Young (1993), et al. have demonstrated that course grades and, 

particularly the GPA’s that result from the weighted average of course grades, are notoriously 

unreliable.  

Because the upper bound of a validity coefficient, under classical test theory, is assumed 

to be limited by the product of the square roots of the reliabilities of both the predictor and the 

criterion, the less reliable grades are, given that the reliability of the APS exam, in this case, is 

.890, the smaller the correlation will be between test scores and final grades. Assessing the 

reliability of course grades is beyond the scope of this project, but is nevertheless a salient topic 

to consider when examining the strength of the validity coefficients. 

Second, because Cuesta College uses a 5-point grading scale (“A”=4, ”B”=3, ”C”=2, 

”D”=1, ”F”=0), and most instructors utilize their own grading scale that allows for more internal 

variation between grades, e.g., a scale from 0 to 100, grouping error occurs (Georgia study). For 

example, if a student is awarded a final course grade of “B”, her criterion score would be “3”, 

when in fact her actual score, using the 0 to 100 scale and converting to the aforementioned 5-

point scale, could fall anywhere between 3.0 and 3.9. That is to say, two students with final 

course grades as disparate as 3.0 and 3.9 are both assigned a criterion score of 3.0. Obviously the 

loss of variation between intervals will further denigrate the resultant validity coefficient 

obtained from the regression analysis. 
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Third, and perhaps most deleterious to the understanding of what the true relationship is 

between the predictor and the criterion, not to mention its strength, the APS currently is being 

used to place students into English 100, English 56 and English 1A. Therefore, because students 

are prevented from registering in a course in which their APS test scores are not above the 

specified cut score, the distribution of test scores in each course is truncated. As is well known, 

such restriction of range, except in rare curvilinear relationships, results in reduced correlation 

coefficients. 

 Therefore, given these three factors, it is unlikely that, if a relationship does exist, the 

strength of the correlations will be very strong.  Whereas there is nothing that can be done at this 

juncture to correct for the unreliability of grades and the loss of variance due to grouping error, 

corrections for range restriction will be attempted. 

Yang and Sackett (2000) offered a typology of range restriction scenarios and the 

appropriate correction formulae with their accompanying assumptions. Four broad categories of 

range restriction are presented which include: 

1. Selection on either x or y when no third variable (z) is involved 

2. Selection on z 

3. Selection on multiple variables simultaneously or sequentially 

4. No information is available about how or even if restriction occurred 

Moreover, within each of these categories, further sub categories are formed in relation to the 

researcher’s knowledge of the unrestricted variance of the restricted variables. 

 In the context of Yang and Sackett’s (2000) typology of scenarios, it is clear that the 

current research involving the APS test scores falls into the first category, given that selection on 
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x (test score) has occurred. Additionally, it is also the case that the unrestricted variance of the 

restricted variable—the test scores—is known.  

 The appropriate correction formula for this situation was derived by Pearson (1903) and 

presented by Thorndike as Case 2. The formula for this type of correction is as follows: 

                                                  1/2 

In this equation, Sx and  represent the sample standard deviation and variance respectively of 

the unrestricted population, whereas,  and  represent the sample standard deviation and 

variance respectively of the restricted sample. 

Before employing this correction, however, two assumptions must be met. First, the 

assumption of linearity throughout the distribution must be accepted. Secondly, the assumption 

of homoscadasticity must hold between the restricted sample and the unrestricted population.  

Based on visual inspection of scatterplots and P-P and Q-Q plots of the restricted and 

unrestricted population, it seems reasonable to assume linearity and homoscedisticity between 

the restricted and unrestricted populations. 

Table 14 shows the uncorrected and corrected correlations between APS test scores and 

final course grades in each of the three English courses. 

Table 14: Correlations between APS scores and Final Course Grades in English 

Course APS Test Scores Final Course Grade Pearson's r 
 N Mean SD Mean SD Uncorrected r Corrected r 

English 100 1023 37.02 8.13 2.49 1.22 0.16 0.23 
        

English 56 3268 49.18 8.67 2.48 1.05 0.23 0.30 
        

English 1A 1631 56.96 8.36 2.81 1.10 0.19 0.26 
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The corrected Pearson correlation coefficients range from r =.23 in English 100 to r = .30 in 

English 56. Overall the correlations, even corrected, would be considered small to moderate 

using Cohen’s (1988) scale.  

The fact that even the corrected correlation coefficients are relatively small could be 

attributed to the unreliability of final course grades, the grouping error and concomitant loss of 

information, or both. An alternate interpretation of the relatively low correlations between APS 

test scores and final course grades is that strong evidence does not exist to claim that the 

instrument has a high degree of predictive validity. 

Test Bias 

 Methods of investigating test bias are as numerous as they are eclectic. However, in 

general, they seem to share a common interest in addressing the fundamental question as to 

whether or not the test scores, and inferences there from, have the same meaning for various 

subgroups of test-takers. In this research, differential validity of the inferences made from the 

APS test scores to student performance in English courses will be examined by focusing on the 

predictive validity evidence across subgroups of test-takers. First, to assess the validity of the 

inferences from the APS test scores by age, ethnicity, gender, and disability status, the strength 

of the correlations between test scores and final course grades in English 100, English 56, and 

English 1A will be compared across groups in each of the above categories. Second, the average 

unstandardized residuals of final course grade regressed on APS test scores will be examined 

within the above categories. This difference between the actual final course grade and the 

predicted final course grade will provide a means of assessing whether the test over or under 

predicts within and across the demographic variables of interest. 
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 Tables 15 through 18 demonstrate the uncorrected correlations between APS test scores 

and final course grades within each English course. Bolded correlations were found to be 

statistically significant (p<.05). 

Table 15: Correlations (rxy) between APS test scores and final grades by ethnicity 

 English 100 English 56 English 1A 
 N rxy N rxy N rxy 

Decline to State 48 0.24 100 0.19 44 0.34 
American Indian 24 0.17 49 0.29 21 0.55 
Asian 24 0.09 57 0.02 32 0.27 
Pacific Islander 5 -0.17 21 -0.06 10 0.36 
Black Non Hispanic 28 0.01 44 0.27 13 -0.55 
White Non-Hispanic 734 0.18 2856 0.21 1427 0.18 
Hispanic 252 0.17 367 0.30 130 0.24 
Filipino 26 0.06 39 -0.08 18 -0.20 
Other 59 0.07 187 0.30 78 0.18 

 

 

 

 

 

Table 16: Correlations (rxy) between APS test scores and final grades by gender 

 English 100 English 56 English 1A 
 N rxy N rxy N rxy 

Decline to State 32 0.17 55 -0.04 21 0.40 
Male 555 0.18 1764 0.19 763 0.23 
Female 617 0.18 1909 0.29 991 0.18 
 

Table 17: Correlations (rxy) between APS test scores and final grades by LD status 

 English 100 English 56 English 1A 
 N rxy N rxy N rxy 

Decline to State 115 0.14 176 0.22 73 0.23 
Learning Disabled 134 0.21 154 0.19 41 -0.13 
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Not Learning Disabled 955 0.15 3398 0.22 1661 0.19 
 

Table 18: Correlations (rxy) between APS test scores and final grades by age group 

 English 100 English 56 English 1A 
 N rxy N rxy N rxy 

Less than 18 254 0.21 1260 0.21 586 0.14 
18 - 25 698 0.14 2042 0.20 958 0.19 
Over 25 221 0.22 345 0.32 208 0.30 
 

 Prima facie, it is obvious, particularly when examining correlations across ethnic groups, 

that, despite a robust overall sample size, many of the correlations, due in large part to small 

sample sizes, are not statistically significant, and therefore provide unstable estimates of what the 

correlations would be for the population of test-takers in each category.  Given this caveat, it 

seems unwise to evaluate the relative strength of any of the correlations that were not at least 

statistically significant. 

 Having offered that limitation, within ethnicity, it seems appropriate to compare across 

the three courses White Non-Hispanic and Hispanic students. Accordingly, it appears that the 

strength of the relationship between APS scores and final grades in English 100 is approximately 

equal for White Non-Hispanics and Hispanics. Within English 56 and English 1A, the strength of 

the relationship is greater for Hispanics than for White Non-Hispanics. 

 Comparing males and females, the strength of the correlations in English 100 is 

equivalent. The relationship for females in English 56 is stronger than for males, whereas the 

opposite is true in English 1A. 

 The strength of the correlation is greater for students with learning disabilities in English 

100 than for students who do not have learning disabilities, whereas the strength of the 
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correlations is roughly equivalent in English 56. The data do not allow for comparisons within 

English 1A by disability status. 

 Finally, within English 100, the strength of the correlations between students under 18 

and those over 25 years of age is approximately equal, whereas the relationship for traditional 

college-aged students (18 – 25 year olds) is lower than the other two age categories. Within 

English 56, the strength of the correlations is roughly equal for students under 18 years of age 

and for those between 18 and 24. The correlation coefficient is significantly greater for students 

over 25 in English 56. Lastly, in English 1A, the strength of the correlations increases steadily 

with age. 

 As is evident, there are differences in the strength of the relationships across the various 

subgroups examined, which is not uncommon. The subsequent analysis, however, in which 

predicted and actual grades are compared, is perhaps more informative in relation to what the test 

actually means for various subgroups. 

 The following tables display the average unstandardized residuals for each subgroup. 

This is simply the average of the differences between actual final grades and predicted final 

grades by subgroup. Negative differences indicate cases of over prediction, whereas positive 

differences signal cases of under prediction of final course grades. 

Table 19: Average final course grade minus predicted final course grade by ethnicity 

 English 100 English 56 English 1A 
 

   

Decline to State -0.39 0.05 0.29 
American Indian -0.02 -0.28 -0.29 
Asian 0.48 0.01 0.22 
Pacific Islander 0.30 -0.56 0.44 
Black Non-Hispanic 0.12 -0.10 -1.01 
White Non-Hispanic 0.02 0.02 0.00 
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Hispanic -0.04 -0.08 0.06 
Filipino 0.13 -0.24 0.42 
Other -0.13 0.03 -0.22 

 

Table 20: Average final course grade minus predicted final course grade by gender 

 English 100 English 56 English 1A 
 

   

Decline to State -0.47 -0.09 0.46 
Male -0.25 -0.20 -0.16 
Female 0.24 0.18 0.12 

 

Table 21: Average final course grade minus predicted final course grade by LD status  

 English 100 English 56 English 1A 
 

   

Decline to State -0.35 -0.05 0.17 
Learning Disabled -0.02 -0.41 -0.38 
Not Learning Disabled 0.05 0.02 0.01 

 

 

Table 22: Average final course grade minus predicted final course grade by age group 

 English 100 English 56 English 1A 
 

   

Under 18 -0.06 0.02 -0.03 
18 - 25 -0.09 -0.06 -0.04 
Over 25 0.43 0.30 0.32 

  

 As was the case when comparing the strength of correlations between subgroups, sample 

size is also a non-trivial issue when examining under and over prediction of final grades from the 
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APS test scores. To begin, the largest subgroup will tend to have average residuals that are 

closest to zero vis-à-vis the other groups, given that the sum of the all residuals in a regression 

equation will equal zero. 

 Following this logic, it is no surprise that the average of White Non-Hispanic students’ 

residuals from the prediction of final grades on APS test scores is close to zero for all three 

English courses. Hispanic students’ average residuals are small, but negative, in English 100 and 

English 56, which suggests that final course grades are slightly over predicted. Somewhat 

paradoxically, final grades are slightly under predicted for Hispanic students in English 1A.  

 With respect to gender, males’ final course grades are moderately over predicted in all 

three English Courses. Conversely, females’ final course grades are moderately under predicted 

in each course.  

 Similarly, the final grades of students with learning disabilities are over predicted in all 

three courses. However, the degree of over prediction is minimal in English 100, and quite 

significant in both English 56 and English 1A. The residuals of students without learning 

disabilities is close to zero for each course, reflecting the fact that, in each course, close to 90% 

of students do not have learning disabilities. 

 Lastly, for students 25 and under, average residuals in each English course are close to 

zero, though final grades are consistently, slightly, over predicted. Final course grades in all three 

English courses are significantly under predicted for students over 25 years of age. 

  The following scatterplots display graphically the prediction lines for each of the 

subgroups in which sufficient sample size exists to make reasonable inferences to the 

populations of interest.  
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Figure 1: Association between APS test scores and course final grades by ethnicity 

 

The scatterplots in figure 1 indicate complex and unequal associations between test 

scores and final grades for White Non-Hispanic and Hispanic Students. Neither the intercepts nor 

the slopes are equivalent across subgroups. The common regression line in English 100, for 

example, under predicts final course grades for Hispanics who score lower on the APS, and at 

the same time over predicts for Hispanics who score higher on the APS. The opposite 

phenomenon occurs in English 56. 
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Figure 2: Association between APS test scores and course final grades by gender 

 

 In both English 100 and English 1A, the common regression line, as explained 

earlier, under predicts female students’ final course grades. In English 56, a slightly more 

complex relationship occurs not unlike that found between White Non-Hispanic and Hispanic 

students. 
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Figure 3: Association between APS test scores and course final grades by LD status 

 

 Final course grades of students with learning disabilities in English 100 are again slightly 

under predicted at high APS scores and slightly over predicted at lower scores. In English 56, 

final course grades of students with learning disabilities are over predicted all along the APS 

distribution of scores, yet the slope, (and the intercept of course) are not equivalent between the 

two groups. 

Figure 4: Association between APS test scores and course final grades by age group 
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 Generally speaking, as indicated previously, final course grades of students over 25 years 

of age are under predicted in each English course. Nevertheless, an examination of the 

scatterplots and fit lines exposes that the association is again complex, with interactions between 

APS scores and ethnic subgroup. This is particularly evident in English 1A, where the common 

regression line under and over predicts final course grade depending upon where a student’s APS 

score lies. 
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Item Bias 

 In order to determine whether test-takers from different groups, after controlling for 

ability, have differing probabilities of success in answering each test item, logistic regression 

analyses were performed on each test item. Because of the dearth of user friendly IRT software, 

on the one hand, and logistic regression’s ability to identify non-uniform differential item 

functioning through the inclusion of interaction terms on the other, neither IRT based methods 

(due to the first reason) nor the Mantel Haenszel approach (due to the second reason) were 

chosen to conduct DIF analyses. 

 For each item and each demographic group, the following general model was employed: 

, 

where p = (probability that the item is correct given X, G), X = the total test score (our control 

measure for ability), and G = group membership. If the addition of the group variable and/or the 

interaction term are found to statistically significantly add to the predictive power of using solely 

the total test score to predict item correctness, then those items will be flagged for further 

scrutiny.   

Using the SPSS Binary Logistic Regression routine, 75 separate logistic regression 

analyses were performed using a forward stepwise procedure in which variables were entered if 

the probability of its score statistic was less than .05, and variables were removed if the 

probability was greater .10 l. All relevant groups and the interactions between groups and total 

APS test score were entered simultaneously. The results are presented in Table 23 below: 

 

Table 23: Differential tem functioning by equity group 
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 Age Gender Ethnicity LD Status  Age Gender Ethnicity LD Status 
reading1 DIF DIF   writing1 DIF   DIF 
reading2  DIF   writing2 DIF DIF DIF  
reading3  DIF   writing3     
reading4 DIF DIF   writing4 DIF DIF DIF  
reading5  DIF   writing5 DIF DIF DIF  
reading6 DIF DIF   writing6  DIF   
reading7 DIF DIF   writing7     
reading8 DIF DIF   writing8  DIF  DIF 
reading9     writing9 DIF  DIF  
reading10 DIF    writing10 DIF  DIF  
reading11 DIF    writing11 DIF    
reading12 DIF DIF   writing12     
reading13 DIF  DIF DIF writing13   DIF  
reading14 DIF DIF   writing14 DIF    
reading15 DIF DIF  DIF writing15  DIF   
reading16  DIF   writing16  DIF DIF  
reading17 DIF DIF   writing17 DIF DIF   
reading18 DIF    writing18 DIF DIF   
reading19     writing19     
reading20 DIF DIF   writing20   DIF  
reading21     writing21  DIF DIF  
reading22  DIF   writing22 DIF    
reading23  DIF   writing23 DIF    
reading24     writing24 DIF DIF   
reading25  DIF  DIF writing25 DIF    
reading26 DIF DIF DIF  writing26 DIF DIF  DIF 
reading27 DIF    writing27 DIF    
reading28 DIF  DIF  writing28 DIF DIF DIF DIF 
reading29 DIF    writing29 DIF    
reading30     writing30 DIF DIF   
reading31     writing31  DIF   
reading32 DIF   DIF writing32 DIF DIF  DIF 
reading33  DIF   writing33 DIF DIF   
reading34  DIF   writing34 DIF DIF DIF  
reading35  DIF  DIF writing35 DIF   DIF 
     writing36 DIF    
     writing37    DIF 
     writing38 DIF DIF DIF DIF 
     writing39  DIF   
     writing40  DIF DIF DIF 

 

From table 23, it is evident that the preponderance of items demonstrates DIF. Much of 

the significance of the results, however, is again attributable to the large sample size.  Is it the 
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case that most of the questions function differently for men and women and for students of 

different age groups, or were these cells more likely to be significant because there happened to 

be nearly equally large numbers in each of the subcategories? Intuitively, the latter would appear 

to be the correct supposition. Nevertheless, when time permits, a more involved analysis of the 

change in effect size (e.g., Nagelkerke R2) will be undertaken to better distinguish between items 

that display DIF and those that, due to large sample sizes, merely portray the verisimilitude of 

DIF. 

Discussion 

 The APS test scores based on the sample of students at Cuesta College demonstrate high 

reliability (Chronbach’s Alpha =.890). However, internal consistency could be slightly improved 

through removal of a few items with low item-total correlations. Moreover, as was demonstrated, 

the test could be reduced in length by nearly 20 carefully selected items, without lowering 

Chronbach’s Alpha. Depending upon the outcome of the content review, which is currently 

being conducted by faculty judges, reducing the length of the test by eliminating items that 

neither add to reliability nor appear to have been sampled from one of the salient content 

domains could reduce potential error variance in the form of test fatigue, for example, thus 

increasing the ratio of true score variance to total variance. 

 As mentioned, members of the English faculty are currently performing an item analysis 

of the instrument in order to provide content validity evidence. From a statistical perspective, in 

any event, the confirmatory factor analysis provided unequivocal support for the claim that the 

reading subscores and the writing subscores, though correlated, are each loading on the 

appropriate factors as hypothesized. The RMSEA value of .02 suggests that the factor structure 

fits the data very well.  
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 Evidence addressing the predictive validity of the test scores for the purpose of predicting 

students’ final course grades in English courses is not unambiguous. Corrected correlation 

coefficients were generally below r=.30, which suggests a relatively weak association between 

the predictor and the criterion in each course.  First, I suggest that further research be conducted 

to establish what the reliabilities of final course grades are in Cuesta College English courses. I 

suspect that the reliability is quite low, which is, in part, why the correlations are as low as they 

are. Knowledge of the reliability of final course grades would at least allow calculation of what 

the association would be if grades were more reliable. 

Moreover, I would also suggest that, at least on a pilot basis, actual instructor grades, 

which express the gradations between letter grades, be collected for analyses. It is anticipated 

that from the mitigation of grouping errors, correlations will also increase. 

Finally, and most importantly, I believe that the use of a single test score, in and of itself, 

can not and will not capture the complexities associated with what final grade a student receives, 

especially for the population of test-takers in community colleges. Prior high school gpa, first 

generation status, highest grade in the most recent English course, study skills, not to mention 

attitudinal scales that attempt to measure constructs of motivation, academic engagement, and 

other germane predictors are needed to supplement the test. This is not to say that the test is not 

valid for the inferences made, but that its predictive power, in and of itself, is far less than what 

could be achieved through the creation of a more comprehensive multivariate predictive model 

of academic success. 

Perhaps of most immediate concern, however, is to understand what the results 

concerning test and item bias mean. On the surface, it appears that the test scores have different 

meanings for different sub groups, which is definitional of test bias. Not only do the slopes, and 
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intercepts differ among groups, which manifests as both differential strengths of association 

between test scores and final grades and over and under prediction of final grades, but the 

majority of test items seem to function differently for different groups even when controlling for 

ability. 

One simple way of dissolving these problems is to attribute these phenomena to issues 

involving sample sizes; and, this is not a bad place to start. In the case of ethnicity and learning 

disabilities for example, the sample sizes are relatively small compared to the majority groups. 

Collecting additional years of data, or perhaps even weighting the data that exist, should 

eliminate the instability of correlation coefficients that currently subsists, thus allowing for more 

confidence in the associations that are discovered. 

Conversely, the opposite situation could be used to explain away the existence of DIF. As 

mentioned above, it could be the case that the significance of group membership, and in many 

cases the group-total test score interaction, when total test score is already in the model, is due in 

large part to the large sample size. In other words, group membership is statistically significant, 

but it’s practical significance is trivial at best. This can and will be assessed via observation of 

changes in appropriate effect sizes after adding the particular groups of interest. If the change is 

not only statistically significant, but practically significant, then it will be hard to attribute DIF to  

something other than differential item functioning. 

Finally, the over and under predictions, as well as the other issues of strength of 

association might very well be attributable to a mispecified model that has excluded one or more 

salient variables, the inclusion of which would ameliorate the seemingly profound differences in 

what the test scores mean for different subgroups. 
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